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“lepapyikd Kat Kowvou Eupoug AteuBuvoewv MPI Collectives, yita Multi/Many-Core
Eneéepyaotic”

NepiAnyn

Evag amd Ttou¢ PBoaowkoug otoxou¢ tou MPI Kal Twv UAOTMOLNOEWV TOu, Elval TO
performance portability. Me tv tayxeia Siddoon twv muli/many-core enefepyactwy,
eudavilovral epnoddia mou meplopilouv TNV KALLAKwaon anédoong, kat B€touv o€ kivbuvo
QUTO ToV 0TO)XO. N va eyyunBoupe tig mpoodokieg P NANC amddoong Kal 6€ AUTOUE TOUG
enegepyaotég, uAomoloUpe evtog tou Open MPI, to XHC (XPMEM-based Hierarchical
Collectives), éva component yla intra-node collectives, mou Aappadavel umtoPeL Tou TLG
LOLALTEPOTNTEG TWV LOVTIEPVWYV ETIEEEPYOLOTWV.
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To XHC kataokeualel (Lo TTOAVETIMESN LEPAPXLO TIOU OVTOMOKPIVETAL OTOL TOTIOAOYLKA
XOPOAKTNPLOTIKA TOU EKACTOTE EMEEEPYQOTH, KAl N omola kaBopileLtn por) SeSouEVwy TwV
oAyopLBuwv Tou. Ta dedopéva amooTtéEAAOVTOL LECW UVAMNG, XWPLG TTEPLTTEG avTLYpadES,
uéow user-level shared address space amelkovioewv, KATOOKEUAOUEVWY LE XPNON TOU
XPMEM. O ouyxXpOVIOUOG ETONG ETILTUYXAVETAL HECW TNG UVAUNG, HME TNV aflomoinon
vPnAa anodotikwv lock-free ueBodwv.

Mapéxoupe UAOTOLAOELG yLa Ta Broadcast, Barrier, kat Allreduce, kat tig alohoyoUue o€
Tpla SLadOPETIKA UTTOAOYLOTIKA CUOTHLOTO E HEYAAO apLlOUO UPAVWYV Kat e Sladopeg
TomoAoyieg, cupmnepAapBavopévou TIOAAATIAWY TIAKETWY EMEEEPYAOTWY KoL TTOAAQTTAWY
kKopBwv NUMA. XpnowuomoloUpe ta MPI microbenchmarks tou OSU, oAAG kat
TMPAYUATIKEG edappoyec HPC, yla vo TIAPEXOUUE OUYKPLOELG UE TIG UTIOAOLTEG
vAomowoelg collectives evtdg tou Open MPL. Mapoucldloupe CNUAVTIKA EUpRUOTL
OXETIKA Me TN Aettoupyia Twv microbenchmark, kot toug KevtplkoUug MAPAYOVTEG TTOU
EMNPeAlouV TA AMOTEAEOUATA TOUG. TEAOG, MOPOOETOUUE OTATIOTIKA OXETIKA HUE TO
TLOCOOTO Xprong tng kabe Asttoupyiag colletive otig HPC edpappoyEg pag.

H mpotewvopevn pag uAomoinon, emttuyxavel oe microbenchmarks, oe oxéon pe tnv
OpEOWG KaAUTepn, speedups 3x, 2x, kol 8x yla ta Broadcast, Barrier, kat Allreduce
avtiotolya. Ito miniAMR katopBwvoupe speedup 4.8x, kat oto CTNK pelwvoupe Tov
XPOVO QIMOULTOULEVO YLa TNV EKUAONON Tou veupwvikoU Siktuou AlexNet katd 8%.

Ta amoteAéopata TG MEPAUATIKAG HOC QMOTIUNONG EMONUAVOUV TNV OVAYKN YyLlo
OUYKEKPLUEVEC TEXVLKEG, OTIWCE TNV ETYVWON TNG TOMOAOYIag Tou €MeEepyaoTth, KoL TLG
puetadopéc SdeboUeEvwY UE TEXVIKEG single-copy, omotednmote avalnteital HEYLOTN
anodoaon yla MPI collectives oe multi/many-core emefepyaoctéc.
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" Hierarchical Shared Address Space MPI Collectives, for Multi/Many-
Core Processors”

Abstract

Performance portability is at the forefront of MPI's feature-set. With the ever-growing
adoption of multi/many-core CPUs, obstacles arise that threaten to throttle performance
and restrict scaling, jeopardizing this objective. In order to extend the expectations of high
performance on these platforms, we implement in Open MPI XPMEM-based Hierarchical
Collectives (XHC), a component for intra-node collectives that addresses the challenges
inherent to modern processors.

XHC constructs a multi-level hierarchy that conforms to the processor's topological
features and dictates the algorithms' data movement patterns. Data is exchanged over
memory, without any redundant copies, via XPMEM-created user-level shared address
space mappings. Synchronization is also realized through memory, with utilization of
highly efficient lock-free techniques.

We provide implementations for the Broadcast, Barrier, and Allreduce collective
operations, and evaluate them on three different machines with high core counts and
varying topologies, including multiple CPU sockets and/or NUMA nodes. OSU's MPI
microbenchmarks, as well as real-world HPC applications are used to produce
comparisons with Open MPI's built-in components. We offer notable insight into the
workings of microbenchmarks and core factors that affect their results. Finally, we
present statistics on the usage of collective primitives in our HPC applications of choice.

Our proposed collectives achieve in microbenchmarks, over the next best option,
speedups of up to 3x, 2x, and 8x for the Broadcast, Barrier, and Allreduce operations
respectively. In miniAMR we attain up to 4.8x speedup, and in CNTK we reduce the
training time of the AlexNet deep neural network by 8%.
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The results of our experimental evaluation clearly highlight the necessity for certain
techniques, like topology awareness and single-copy data transfers, when seeking
maximum efficiency from MPI collectives on multi/many-core processors.



